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What are your feelings about mixed precision?

What are your feelings about mixed precision?

positive

negative

mixed

Indifferent, | work only on the theoretical side.




What are your feelings about mixed precision?

Which floating point formats do you use?

IEEE FP64 (double precision)
IEEE FP32 (single precision)
TF32 (Tensor float 32)

lower than FP32

What is a floating point format? The only values | need are 11, i, and e.




What are your feelings about mixed precision?

What is the biggest perk of mixed precision?

O Faster compute

O Faster memory access and communication

O Smaller memory footprint (also on disk)

O All of the above, sign me up for the community effort!
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‘Based on AMD infemal projections as of Nov. 2025
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‘Based on AMD infemal projections as of Nov. 2025

1,000X Al compute in eight years
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Evolution of GPU Hardware
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Performance in TFLOPYs or TOP/s

FPB4 FP32 FP32 TF32 FP1B BF16 FPB Tensor INTE FP4 Tensor
Tensor Tensor Tensor Tensor Tensor Tensor

EVolta ®WAmpere ®Hopper BEBlackwell B Blackwell + Emulationr

Blackwell + Emulation
(1)FP64 Tensor uses Ozaki-l on GB200 with 10% ESC+ADP overhead
(2)FP32 Tensor uses BF16x9




Ozaki Scheme (Ozaki I)
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Table 2. Relation between the number of slices and the

number of matrix multiplications

slices | 2 3 4

muls, | 3 6 10
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Solving a real-world problem
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FP64 34 teraFLOPS

FP64 Tensor Core 67 teraFLOPS

FP32 67 teraFLOPS

TF32 Tensor Core 989 teraFLOPS® | 494 teraFLOPS [N BEEEECEmmam 0 0 0 mEEererEmmm (|
BFLOAT16 Tensor Core 1,979 teraFLOPS* | 990 teraFLOPS

FP16 Tensor Core 1,979 teraFLOPS* | 990 teraFLOPS

FP8 Tensor Core 3,958 teraFLOPS* | 1,979 teraFLOPS

INT8 Tensor Core 3,958 TOPS* | 1,979 TOPS

High-bandwidth memory (HBM) size 96GB HBM3 | 144GB HBM3e

Memory bandwidth Up to 4TB/s | Up to 4.9TB/s

NVIDIA NVLink-C2C CPU-to-GPU 900 GB/s
bandwidth
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Performance Limiters TUTI

runtime = M{Tcnmputes ch-mmunica.te}
algorithm work data volume
= max{ : . }
compute performance bandwidth
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Performance Limiters TUTI

runtime = M{Tcnmputes ch-mmunica.te}
algorithm work data volume
= max{ : . }
compute performance bandwidth

1 . compute performance bandwidth
= min{

}

performance = execution rate =

runtime algorithm work ' data volume
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Performance Limiters TUTI

runtime = M{Tcnmputes ch-mmunica.te}
algorithm work data volume
= max{ : . }
compute performance bandwidth

1 . compute performance bandwidth
= min{

}

performance = execution rate =

runtime algorithm work ' data volume

algorithm work

}

I te performance, bandwidth -
min{compute performance, bandwi data volume

’ S

arithmetic intensity (Al)

performance = min{P, B.AI}
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NVIDIA GH200
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o 107 - :
U ---= Peak fpb4 perf,
== Peak fp3d perf.
107 . 10t 104 103
performance = min{P, B . Al} Arithmetic Intensity [FLOP/Value]
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NVIDIA GH200
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Matrix fp32 T”TI

Matrix fp64
= ;4 '
5 Memory-bound operations :#--# Compute-bo;nd 07_erat|o;13b
= (sparse linear algebra) > ,|r"|" (dense linear algebra)
i 1':'4 7 - T
c y Widor .l ® run arithmetic in low precision
o ® data access in low precision: > . i1
- faster because of higher FL!
E ® fasteraccess g ¥
£ - i
aﬂ FREE ACCESS | Q4 Xine t &
w Can Tensor Cores Benefit Memory-Bound Kernels? (NO!)
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Evolution of Performance and Memory Bandwidth

Scaling of Peak hardware FLOPS Interconnect Bandwidth

HW FLOPS: 60000x /20 yrs (3.0x/2yrs)
DRAM BW: 100x / 20 yrs (1.6x/2yrs)
Interconnect BW: 30x / 20 yrs (1.4x/2yrs)
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1999 2002 © 2005 2017 2020
Widening pel'fOI'm ance gap Jack Dongarra and David Keyes. "The co-evolution of computational physics
* FLOPS: 3 Ox/2yrs Total: 60.000x and high-performance computing." Nature Reviews Physics (2024).
. 9. , : )

* DRAM bandwidth: 1.6x/2yrs, Total: 100x
* Interconnect bandwidth: 1.4x/2yrs, Total: 30x 20



Unused Compute
1D4-

56 FLOPs while accessing one valu

£ 3 % fp64
102 - e & fp32

) ==== Peak fpo4d perf.
= — = Peak fp32 perf.

Compute Performance [GFLOP/s]

10':' 100 '_|_E|E ID]
Arithmetic Intensity [FLOP/Value]
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Matrix fp32
Matrix fp64
[ S P S F
5
B 'TEE
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L Arithmetic Operations
E 107 5 Use some of the “free” flops to
= compress the data, therewith IEEE 754 DP
E increasing the bandwidth roof. Lossless Compression Lossy Compression
=] - 1 : Huffman encoding * Low precision
= -1 s z77.1278 Memory Accessor | 5 s
o i .« ZFP,SZ, ..
E ____.-". Compressed Data
g_ .-____"'...- Memory Operations n fﬁlEd
E 103 - , : ~ —— fp32
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A simple Compression in the Memory Accessor: Mixed Precision  TLIT]
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Compressing Approximate Operators TUTI

* Preconditioning iterative solvers
* Idea: Approximate inverse of system matrix to make the system “easier to solve”: Pl At

andsolve Az =b < P lAz=P %% < Ax=0.

« Block-Jacobi preconditioner is based on block-diagonal scaling: P = diagp(A)
* Each block corresponds to one (small) linear system.
* Larger blocks typically improve convergence.

* Larger blocks make block-Jacobi more expensive.
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Compressing Approximate Operators TUTI

* Preconditioning iterative solvers
* Idea: Approximate inverse of system matrix to make the system “easier to solve”: Pl At

andsolve Az =b < P lAz=P % < Axr=0.

+ Block-Jacobi preconditioner is based on block-diagonal scaling: P = diagp(A)

* Each block corresponds to one (small) linear system.

. . W W
* Larger blocks typically improve convergence. e
Processingnits
* Larger blocks make block-Jacobi more expensive.
|EEEEZ54EDP
Loss:‘esf:;lnl:om;reszi.on Lossy Compression
o . 71 . uffman@ncoding | *  Lowiprecision
* Can we compress the preconditioner matrix P~" ? s Data@iccessor - cuomiorms:
Compressed®ata
* Usethe memory accessor to store the inverted diagonal blocks in lower precision. Memoryi@Perations
Memory

* Be careful to preserve the reqularity of each inverted diagonal block!
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Approximate Operators using the Memory Accessor TUTI
4 )

Invert the diagonal block
* Choose how much accuracy of the preconditioner using Gauss-Jordan elimination.

should be preserved in the selection of the storage format. Select storage format:
s 16-bit  fps10=> g7 ==b fP114
Compute condition number | \ N 4 |
e All computations use double precision, and exponent range. " | 32-bit fpg 2z = fpir20
but store blocks in lower precision. AR
\ 64-bit P11 j
+ Regularity preserved; - Overhead of the precision detection
+ Flexibility in the accuracy; (condition number calculation);
+ ”Not a low precision preconditioner” - Overhead from storing precision information
+ Preconditioner is a constant operator; (need to additionally store/retrieve flag);
+ No flexible Krylov solver needed ; - Speedups / preconditioner quality problem-dependent;
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Performance TUTI
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Performance TUTI

B covoie [ single [ hat 100%‘ o
B BN  RER BN 09

08
07
06
05

04

Block distribution

03
w -

== Ginkgo

Flegar, Anzt, Cojean, Quintana-Orti.

” Customized-Precision Block-Jacobi

Preconditioning for Krylov Iterative Solvers on

Data-Parallel Manycore Processors”. TOMS,
2021. 0% -
,,)b

02

0.1

28

TUM School of Computation, Information and Technology | Technical University of Munich




Performance
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Preconditioning for Krylov Iterative Solvers on
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Approximate Operators using the Memory Accessor

* Preconditioning iterative solvers

* Idea: Approximate inverse of system matrix to make the system “easier to solve”: P lxA!

andsolve Az =b < P lAz=P % < Axr=0.

1

- 2a
1= find(M(i:)) AT(1LI) x M(i1)T = e 1)
* Incomplete Sparse Approximate Inverse Preconditioner | ~ / B

© M= AN with (M- A)|a=1

*  uses sparsity pattern of A ; ' ' #IsWarp:%ilze

#1 * WarpSize H

store #1 and
#nonzeros in AT(1,1)

\ build excess system,

2b ‘

=

solve with BJ-GMRES and
insert solution into M

TUM School of Computation, Information and Technology | Technical University of Munich
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generate set of small systems,
solve with batched solver and
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Approximate Operators using the Memory Accessor TUTI

* Preconditioning iterative solvers
* Idea: Approximate inverse of system matrix to make the system “easier to solve”: Pl At

andsolve Az =b < P lAz=P % < Axr=0.

1 - 2a -
[ 1= find(Mli,:)) AT(LI) x M7= e(1)
. L. . - . generate set of small systems,
* Incomplete Sparse Approximate Inverse Preconditioner | === / IF o § —— solve with batched solver and

St N | insert solution into M

o M= A" with (M- A)y=1 A I I = e | -
*  uses sparsity pattern of A ;
#1 > WarpSize E E .
v X 4 =13 q
2b I ;
store #1 and : H
#nonzeros in A"(1,1) N H H H
J B : ™ E | E E ] Processing@nits
\ build excess system, / cersane
solve with BJ-GMRES and TSR DataMccessor v
insert solution into M ’ ) =
& e
Memory@perations
Memory
Gobel at al: Mixed Precision Incomplete and Factorized Sparse Approximate Inverse Preconditioning on GPUs, EuroPar 2021. k ST )
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Memory Accessor Research TUTI

How do we preserve numerical stability? How can we achieve higher compression rates?
a.é-'!..- ——— \ seew
"~ L I-.Ill " . 1] .“"
4;‘__ : . - . . Arithmetic Operations
A C L * ] |EEE 754 DP
/ ‘ Lossless Compress!on Lossy Compression
f L e i™®  Memory Accessor | \owpredsion
Processing Units iy + ZFP,SZ, ..
e Compressed Data
w"-,:";,.-:_“" Data Accessor ME?__: Memory Operations
* Preserve regularity of preconditioner e Compression often use pattern recognition/interpolation
* Avoid over/underflow * Larger blocks of data allow for higher compression rates
BUT: BUT:
* Global preconditioners are costly to analyze.. * Memory accessor can only operate in registers
* |deas? * Often, algorithms need Random Memory Access (RMA)

* Quick estimate of eigenvalues / condition number?
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Activities going forward: There's plenty of room at the Top TUTI

Matrix 1‘?32_

Matrix fo64

-

;3

Unused Compute

10° 56 FLOPs while accessing one value...

Compute Performance [GFLOP/s]

x #- fp64
107 - & fp32

==== Peak fpod perf,
' == Pgak fp32 perf.

10° 10t 102 103
Arithmetic Intensity [FLOPMValue]

TUM School of Computation, Information and Technology | Technical University of Munich



Activities going forward: There's plenty of room at the Top TUTI

e e e e e e

10* -

103 | W YRR A B0 W T, TR HNINDOOONN 4 9 8 NN N fp64d
] ~dp- fp32

—+— two-fp32

—— Acc<two-fp32, fp6d>

~-««= Peak fp64 perf,

—=: Peak fp32 perf.

Compute Performance [GFLOP/s]

107 -

10° 10° 102 10°
Arithmetic Intensity [FLOP/Value]
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Activities going forward: There's plenty of room at the Top TUTI

10° 1 NCAS-CMS/ =
hpcg _27ptStencil
I;! T T S S I HPCG, ik o
a
o o o oo Yo
-
(¥ 9
© 10 4 _
¢ 27pt stencil
3 5 m fp64
Y E Acc<two-fp32, two-1p32> == 55 S S MWW ~8= p64
[ B 3 B Acc<fp64, fp64> ~dp- fp32
2 g W Acc<fp32, fp64> —+— two-fp32
£ s 2 B Acc<two-fp32, fp64> ¢~ Acc<two-fp32, fp6a=>
o = § --=- Peak fp64 perf,
104w~ & L ~— Peak fp32 perf.
F o . : r
107 A2 102 103

y [FLOPValue]
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What will the future bring?

= Alis dominating the hardware market.
= Matrix multiplication in low precision.

» Low precision will become the major format supported by hardware (16 bit? 8bit? 4bit?).

=  We will likely emulate higher precision.
(Ozaki scheme etc. — tailored for GEMM)

= Bandwidth and Latency can not keep up with growth in compute power.
= We need use compression on all levels — likely hierarchically combined.
* New algorithms need to favor computation over communication

(including repeated computation over memory access).

= Power consumption.

= Data centers as major consumers can compensate variations in the power generation.

» Scientific computing will become a malleable load.

TUM School of Computation, Information and Technology | Technical University of Munich
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OMP CUDA HIP SYCL
SpMV v v

Ginkgo High Performance Math Library

BiCG
BiCGSTAB
CG

CGS

GCR
GMRES

QO]

Basic

TENNESSEE

KNOXVILLE

https://github.com/ginkgo-project/ginkgo
CORE
Library core contains Infrastructure

architecture-agnostic Algorithms En o Ginkgo

; . FCG
functionality + lterative Solvers

+ Preconditioners IFRGMRES

IDR

Runtime polymorphism selects the right Chebyshev
kernel depending on the target architecture MinRES

Architecture-optimized kernels el
Gauss-Seidel/SSOR
ILU/IC
ParallelILU/IC
Parallel ILUT/ICT

Karlsruher Institut fir Technologie

Krylov solvers

UNIVERSITAT
POLITECNICA
DE VALENCIA

QRREleREEEeEaeaQER Q@ QY

REFERENCE OpenMP CUDA HIP SYCL ‘
Unit tests check @ANVIDIA. AMDOl intel RISC-V*

it~ BN P DR S

{
CI‘CD Batched GMRES

Batched ILU
Strong Scaling - Cg Local Jacobi Strong Scaling - Gmres Local Jacobi Batched ISAI

OpenVFOAM

.4 The Open Source CFD Toolbox

Preconditioners

CEED/NekRS ﬁ}

Batched

—e— 32M Batched Block-Jacobi
—¥— 256M AMG preconditioner
—A— 28 AMG solver
—< 16B

Parallel Graph Match
Symbolic Cholesky

32M
256M
28
168

@\ MathWorks:

AMG

10-2 4

L SICNRCUC UCUC NC URCUC URC U QO

Numeric Cholesky

Symbolic LU

Numeric LU

Sparse TRSV

On-Device Matrix Assembly

MC64/RCM reordering

Wrapping user data

Logging

PAPI counters (SDE)

100 10t 10? 10% 10* 100 10t 102 10? 104 Config file support
Num GPUs Num GPUs

<

W aws

HUAWEI

intel.

Time per Iteration
Sparse direct

Utilities

OB O SO O - U O CUIRCARICURRCVRCUC - 3 3 I OO O RO BOROHORO M - ROMOE - 3 - JCY
LR e R e Y YW YW YW ReEeEeREQES WL e QR Q @
ReREeee e QA EeEAEEEEwWaea e

CUNC IO BRI C IO

« MPI Support  Single-GPU Support
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https://github.com/ginkgo-project/ginkgo
https://github.com/ginkgo-project/ginkgo
https://github.com/ginkgo-project/ginkgo
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